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Unit 8
Worked Example 3 – Electronics & Computer Systems

Significance of Electronics and Computer Design

The world’s economy is highly dependent on fast, reliable computers to provide a plethora of information and communications services to governments, businesses and the typical web-surfer. Large banks of computers are linked together and mounted in racks to provide the computing power for companies, but this infrastructure typically comes with large requirements on resources, energy, and waste production. Like other engineering systems investigated in this course, computer and electronics systems are traditionally designed with the same incremental engineering improvement processes, and equally eligible to receive Factor 4-10 (75–90%) gains in resource productivity through Whole System Design. (Note: This worked example will focus on the hardware design of a server, although some related factors of building infrastructure are briefly discussed herein.)

Server Systems Overview

Servers are software applications that carry out tasks on behalf of other software applications called ‘clients’. On a network, the server software is usually run on a designated computer and acts as the gateway to sharing resources that the client software – which is run on user computers – wants to access (see Figure 8.1 for a simple description of the client-server model). Thus servers must be capable of multitasking; handling interactions with multiple client devices.


Figure 8.1. Simple diagram of client-server system set-up

Source: University of South Florida

(Note: For simplicity this worked example ‘server’ will refer to both the server software application and the computer hardware combined.)

In large capacity networks, such as ones servicing many clients or workstations or for internet service providers, multiple server systems are required. Often, up to 42 servers are connected together in a ‘rack’, of which many may be required. Consequently, multiple server systems or ‘data centres’, can occupy whole rooms such as in Figure 8.2 below. Data centres attract overhead costs, including: technical staff salaries; maintenance costs; lighting capital and running costs; and air conditioning with ventilation capital and running costs. The sensitive operational nature of data centres calls for specialist air conditioning systems that are required to deliver specific performance parameters for humidity and temperature controls, require elaborate ducting and cooling towers. Maintenance costs of specialist environmental control systems usually far outweigh the energy costs to run the system itself, and the energy costs for a specialist air conditioning system are higher than for a conventional split system. The overhead costs plus the capital and running costs of the racks and servers themselves make establishing and running a data centre an expensive operation.
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Figure 8.2. A typical data centre, comprising multiple racks of servers
Source: http://www.ma1.se/albums/datacentres/sov_hse05.jpg
Performance characteristics

The following server performance characteristics, are critical and usually emphasised during server design, in particular the first three:
 

1. Reliability: Reliable and robust service – server dropouts, even for a short period, can cost a company dearly by way of lost revenue and potential liability.

2. Availability: 24/7 service and traffic handling – with today’s e-business environment, all peripheral devices must be available around the clock, not just during business hours.

3. Serviceability: Regular routine servicing – uninterrupted operation is aided by a variety of diagnostic tools and replaceable components.

4. Scalability: Achieved by 1) using more CPUs and more powerful I/O technology, and/or 2) connecting multiple servers.

5. Manageability: There are a variety of issues to be addressed – performance monitoring, capacity expansion, system configurability, remote management, automatic or manual load balancing/distribution, and task scheduling.

6. Security: Includes features such as user access control to resources and subsystems, user authentication, intrusion detection, and cryptographic technologies.

There are also operational performance characteristics
 that are not critical to the average customer but important to the network technician – who is responsible for setting up the server(s) and providing the appropriate climate conditions in the data centre. 

The operational performance characteristics influence the running costs of the system, which can be a substantial portion of the total lifecycle cost:

· Space: Since multiple server systems occupy whole rooms, they may incur significant rent costs. Conversely, servers are prone to more local heating if tightly packed. At the server level, managing the wiring between servers and peripheral devices is also a challenge that is exacerbated by large, complex servers. 

· Power: Servers are power hungry. A server system alone in a data centre can account for a substantial portion of a company’s power costs. Supplying a large source of uninterrupted power also requires, at a minimum, a back-up power source.

· Thermal: Servers are usually run continuously and thus generate and dissipate more heat than a typical high-speed, high-power, desktop personal computer. Most data centres are equipped with air conditioners to help maintain mild room temperatures so that servers do not overheat and fail. The air conditioners are relatively high powered and thus contribute substantially to a company’s power costs.

Server Architecture

Symmetric multiprocessor architecture is the most popular server architecture.
  A symmetric multiprocessor (Figure 8.3) consists of four major components: 1) a central processing unit (CPU), 2) system memory, 3) peripheral devices, and 4) system interconnect.
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Figure 8.3. Symmetric multiprocessor architecture

(Source: Gaudiot, J.L. et al (2002)
)
Worked example overview

Recall the 10 Elements of applying a Whole System Design approach discussed in Unit 4 and Unit 5:

1. Ask the right questions

2. Benchmark against the optimal system

3. Design and optimise the whole system

4. Account for all measurable impacts

5. Design and optimise subsystems in the right sequence

6. Design and optimise subsystems to achieve compounding resource savings
7. Review the system for potential improvements

8. Model the system

9. Track technology innovation

10. Design to create future options 

The following worked example will demonstrate how the 10 Elements can be applied to computer servers using two contrasting examples: a conventional server versus the Hyperserver concept. The application of an Element will be indicated with a blue box. 
 SHAPE  \* MERGEFORMAT 



Conventional Computer System Design

Select suitable components for the system

Figure 8.4 shows a schematic of a conventional server and indicates the power consumption of the major components. Note that the CPU (70W) and power supply (33W) are the biggest power consumers.
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Figure 8.4. Schematic of a conventional server including power consumption

Source: Eubank et al (2003)

CPU

Conventional servers are designed around high-power, high-speed Central Processing Units (CPUs) that are commonly found in desktop personal computers such as Intel’s Pentium 4 processor, which consumes about 70-75W of power regardless of whether it is running at full capacity or at idle.
 These processors are selected for their high computational power despite the availability of less power hungry processors, such as laptops and other mobile processors whose computational power, in relative terms, is only slightly less. 
Power Supply

While power supplies are sized to handle the maximum server load, the server spends most of the time running at 30 to 50% of this load.
 Consequently, so then does the power supply – if it is the only one. However, servers usually incorporate identical, coupled power supplies for redundancy, which run at about 15-30% of their maximum loads.
 The problem is that power supplies are not designed to run at such low loads as their efficiency drops off rapidly after about 40% load, as in Figure 8.5). Running at low load coupled with other inefficiencies such as multiple current conversions sees the efficiency of a typical server power supply drop to about 50% or less.
 This imbalance between maximum load efficiency (which is only 70 to 75%) and low load efficiency arises from the power supply design process, during which power loss is only ever considered at one load – maximum load. This point in the design process is when the heat sink is designed.
 However, since the power supply usually runs at low load, the heat sink is almost always oversized. Furthermore, power supplies rated greater than 50W, which are common since low efficiency is so predominant, usually require fans for cooling.
 The fans themselves introduce more heat.
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Figure 8.5. Energy efficiencies over full load spectrum of various power supplies
Source: Eubank et al (2003)

Calculate the cost of the system

Only about half of the power going into a data centre is fed to the servers, the other half is used for overhead energy services such as lighting, air conditioning and uninterrupted power supplies. In fact, only about 10% of the air conditioning power is used to cool at the processor level, while about 50% is used to cool at the data centre level.
 The higher cooling load at the data centre level is partly due to ‘coolth’ losses in cooling air when it interacts with hot outgoing air.
 After incorporating these overhead energy services, the total running cost of a server in a data centre is double what is expected. The ratio of total power demand of the data centre to total power demand of the servers is called the ‘delivery factor’.
 For a conventional server data centre the delivery factor is 1.97.
 

Consider an average conventional server with a three year life operating in a data centre in Australia, where the cost of electrical power is AU$0.10/kWh (2006 price for large energy users) for a typical large building. The total running cost per watt of power delivered to a conventional server data centre is given by multiplying the cost per kWh, by the total running time over the service life of a server, by the delivery factor of the data centre:

(AU$0.10/kWh x 0.001 kW/W) x (8766 hours/year x 3 years) x (1.97) = AU$5.18/W

For a typical AU$6000, 128W, 0.8A, 12 kg server (including external power supply) the total running cost is:

128W x AU$5.18/W = AU$663

Now consider a data centre with 336 servers (8 racks of 42 servers):

· The capital cost of the servers is 336 x AU$6000 = AU$2.02 million
· The running cost of the data centre over 3 years is 336 x AU$663 = AU$222,781
· The current draw for the servers is 336 x 0.8A = 269A
· The mass of the servers is 336 x 12 = 4032 kg
Whole System Design Computer System Design
Determine a strategy for optimising all performance characteristics
The Hyperserver concept
 was developed using a Whole System Design methodology,
 and it demonstrates the 60-90% resource productivity improvements that can be made when more emphasis is put on optimising the whole system and factoring the following considerations into design:
 

· High energy bills

· High capital cost

· Grid dependence

· Utility distribution charges and delays

· Risks for the owner/developer

· Community opposition

· Uncaptured opportunities for product sales

The strategy used to design the Hyperserver is based around reducing the full resource and economic cost of the data centre, not just one or two components of it. The power delivered to the server is the key leverage point for reducing energy consumption and costs throughout the whole data centre because the rest of the components (racks, lighting, air conditioning, ventilation, and technical staff) are only there to support the servers. Simpler, power-conserving servers mean fewer resources and lower costs for the other components. In other words, reducing the power delivered to the servers will lead to multiple benefits throughout the whole system. Consequently, the strategy used to design the Hyperserver is based around reducing the full cost of each watt of power delivered to the server, which means favouring reducing power used continuously over reducing power used intermittently.
 The design strategy is two-fold:
 

1) Reduce or eliminate heat sources;

· Remove as many energy-intensive components as possible.

2) Improve heat management;

· Develop alternative chip cooling strategies.
· Optimise heat sinks by choosing the appropriate cooling fin orientation, design and reference values.
· Remove server box enclosures or minimise the enclosure area to increase airflow.
· Put the most heat-intensive and heat-tolerant systems at the top of the rack, where the heat collects are (since hot air rises).
Select suitable components for the system

Figure 8.6 shows a schematic of the Hyperserver and indicates the power consumption of the major components. Some components, such as the hard disk drive and power supply, are external and not shown here. Note that not only is the power consumption of the CPU (6W) and power supply (3W) about ten-fold smaller than in the conventional server, but the power consumption of the other components is also smaller.
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Figure 8.6. Schematic of the Whole System Design server including power consumption
Source: Eubank et al (2003)

Improving Heat-Intensive Components First

Twenty percent of the power consumption of servers is due to the fans required to remove heat from heat-intensive components such as the CPU.
 In the case of the Hyperserver, the design is centred around an ultra efficient processor, like the Transmetta TM5600, which consumes only 6W of power at load (91% more efficient) and less than 1W (99% more efficient) at idle.
 As a result, no heat sinks or dedicated fans are required for cooling,
 making the server much more energy efficient, smaller and lighter.

External Housing of Hardware

Hard Disk Drives

The hard disk drives (HDD) are housed externally in an efficient-to-operate location where the heat generated can be easily removed.
 Without the space constraint of having to fit the HDD on the server motherboard, larger, shared drives can be used that are more efficient and more reliable than smaller, designated drives.
 Effectively, only 3W of power is consumed by the drive per server. The operating system, which is usually stored on the drive, is stored on local RAM (DRAM or Flash),
 and hence more RAM is needed.

Power Supply

Like the hard disk drive, the power supply is also housed externally in an efficient-to-operate location.
,
The modularity of the external-power supply configuration may favour using a common DC voltage between the power supply and the server, so that all DC to DC conversion can be done by a single 80% efficient power converter that consumes only 3W of power.
 The external power supply requires an AC to DC power converter, which consumes only 2W of power. The combined 5W power supply consumes 85% less power than the conventional power supply. A common DC voltage to several servers reduces the number of wires and hence makes the system easier to handle. Although a common DC voltage configuration can be relatively inefficient
, it can be designed such that the inefficiencies are small, as in Appendix 8.A. The power converter in the server can step up the DC voltage to a variety of voltages such that the components are running at loads that approximate those of peak efficiency. The external power supply configuration has multiple significant benefits:
 

· Higher efficiency in a direct bus approach.
· Able to supply power at the required capacity rather than overstated nameplate ratings.
· A more efficient power supply that can be custom-designed, improved, and optimised for lifecycle cost.
· Removal of a major heat source from the board.
· Cheaper equipment: buy fewer and far more efficient supplies.
· More reliable equipment: moves power, fans, and heat, off-board.
· Quieter: fans removed.
· Size reductions - moving components makes the board smaller.
· Reduces the need for redundancy by concentrating it;
 currently every server has redundant, low load (20-25% of nameplate), low efficiency, power supplies.

[image: image7]
Server Orientation and Liquid Cooling

Instead of fans, a liquid-based,
 external cooling system is used, as in Figure 8.7, which shows the traditional method of laying the servers horizontally (Pizza Boxes) and also shows the alternative to stand the servers on edge (Blade Section). Another possible configuration is to orient the servers diagonally so as to promote natural air convection in a zigzag fashion from the bottom of the rack to the top. Vertically and diagonally oriented servers allow air to escape vertically while providing come convective cooling on the way through, whereas horizontally laid servers trap (and stew in) their own hot air. Open- or grated-top racks allow the air to escape from the rack completely.
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Figure 8.7. Server rack unit with liquid cooling system
Source: Eubank et al (2003)

The horizontal heat transfer plate is enlarged around the processor - the server’s largest single source of heat - and is connected to the fluid column. This configuration has more potential for cooling than the conventional fan systems for two main reasons. Firstly, fluids such as water have a much higher thermal conductivity (0.611 W/mK at 27 °C
 than air (0.0281 W/mK at 47 °C
)) which is why cooling fans are not required, hence saving 20-30% of the power consumption.
 Secondly, the cooling system only requires a small amount of power to circulate the fluid regardless of how many servers it is cooling, saving a further 25% of power.
 As a result, the power consumption of a liquid cooling system is only 1W per server.

[image: image9]
Calculate the cost of the system

The data centre savings of a Hyperserver-based system are greater than simply the proportional savings from the lower power consumption. The extra savings arise primarily in the form of the capital costs or overhead equipment such as air conditioners. For example, Hyperservers require proportionately less cooling assistance and smaller cooling equipment than conventional servers; and the uninterrupted power supply can be incorporated with the AC/DC converter, making it smaller and very fast to respond to a failure, rather than being housed separately. As a result, the delivery factor for a Hyperserver data centre is 1.36.
 

Consider a Hyperserver with a three year life operating in a data centre in Australia, where the cost of electrical power is AU$0.10/kWh (2006 price for large energy users) for a typical large building. The total running cost per watt of power delivered to a Hyperserver data centre is given by multiplying the cost per kWh, by the total running time over the service life of a server, by the delivery factor of the data centre:

(AU$0.10/kWh x 0.001 kW/W) x (8766 hours/year x 3 years) x (1.36) = AU$3.58/W

For an AU$2500, 21W, 0.13A, 2.4 kg Hyperserver
 (including external power supply) the total three year running cost is:

21W x AU$3.58/W = AU$75

Now consider a data centre with 336 Hyperservers (8 racks of 42 servers):

· The capital cost of the servers is 336 x AU$2500 = AU$840,000
· The running cost of the data centre over 3 years is 336 x AU$75 = AU$25,236
· The current draw for the servers is 336 x 0.13A = 44A
· The mass of the servers is 336 x 2.4 = 806.4 kg



Summary: Performance Comparisons
Server hardware only

The computing power of the Hyperserver (the speed with which the CPU processes instructions) is only about half that of conventional servers. The lower computing power of the Hyperserver is a result of the smaller CPU, which was chosen for its potential to deliver large energy reductions throughout the whole system. (Conventional CPUs, in some cases twice as powerful, consume 70-80% more energy.) Therefore two Hyperservers are needed to match the computing power of a conventional server. Table 8.1, Table 8.2 and Figure 8.8 compare the performance of a conventional server with a twin-Hyperserver system.
Table 8.1: Power consumption by the major server components
	
	Conventional server (W)
	2 Hyperservers (W)

	CPU
	70
	12

	Hard disc drive
	10
	6

	Power supply
	33
	12

	Cooling
	5
	2

	Miscellaneous

	10
	10

	Total
	128 W
	42 W


Table 8.2: Cost and operating performance comparisons between servers
	
	Conventional server
	2 Hyperservers
	Reduction 

	Capital Cost (AU$)
	6000
	5000
	17%

	Running cost (AU$)
	663
	150
	77%

	Power (W)
	128
	42
	67%

	Current (A)
	0.8
	0.26
	68%

	Mass (kg)
	12
	4.8
	60%
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(a) Capital costs



(b) Running costs over 3 year life
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(c) Power consumption



(d) Mass

Figure 8.8. Comparing the three design solutions
Source: The Natural Edge Project (2008)
Server hardware plus software control

The performance of the twin-Hyperserver system can be improved further by implementing advanced Dynamic Resource Allocation (DRA). Dynamic resource allocation is heavily software oriented and thus is not discussed in detail here. Briefly, DRA involves features such as sharing resources and controlling the power feed to resources depending on demand. Advanced DRA can save a further 30% to 50% of power consumption in a data centre,
 keeping the overall power consumption to 21-30W per twin-Hyperserver system. For a twin-Hyperserver DRA system with power consumption of 28W, the running cost including data centre energy overhead is $100 over three years, as indicated in Table 8.3 and Figure 8.8.

Table 8.3: Cost and operating performance comparisons between various servers and configurations
	
	Conventional server
	2 Hyperservers with DRA
	Reduction 

	Capital Cost (AU$)
	6000
	5000
	17%

	Running cost (AU$)
	663
	100
	85%

	Power (W)
	1000
	28
	84%

	Current (A)
	0.8
	0.17
	79%

	Mass (kg)
	12
	4.8
	60%


Multiple benefits

The Hyperserver outperforms the conventional server in every category of Table 8.2 and Table 8.3. Even so, there are still more benefits to the Whole System Design server. Another Whole System Design server developed by RLX shares many features with the Hyperserver. 

The RLX server:

· Requires 1/8 of the space of a conventional server so that the 336 server system fits in a single rack as opposed to 8 racks.
· Has solid-state electrical connections (instead of wires) and redundant power supplies are used, making the overall system more reliable.
· Does not require tools to install additional servers, so expansion of computing abilities is straightforward.
· Uses 12 times fewer ethernet cables per rack, making management substantially easier.

Progress in Industry: Hewlett-Packard
HP Labs, Hewlett-Packard’s central research organisation, is using a process consistent with Whole System Design. Their whole-system-style ‘chip core to cooling tower’ approach is used in the design of the ‘Smart Chip’, ‘Smart System’ and ‘Smart Data Center’ – three projects focusing on three levels of computer system design. Together, these three levels of focus form a ‘computational continuum’ because, as Patel
 says, ‘if one were to bound this continuum, then one might say that the data centre is the computer’. As a result, many of the features of the three projects overlap.
Improving the whole system

HP Labs offer a number of suggestions for optimising a computer system at the chip,
 system,
 and data centre levels:
· Cooling resources should be flexible and scalable at all levels.
 If the cooling mechanism at any level (especially the chip and system levels) is momentarily inadequate, some components could be shut down and the workload could be taken up by another component in a different location.

· Chip level:
 Cooling systems should dynamically adapt to the non-uniform heat distribution on the chip. The current heat sink dependant configuration relies on a large temperature difference at the interface between the chip and the heat sink. The large temperature difference results in irreversibilities and destruction of exergy. An example of a more efficient chip cooling technology involves putting a coolant between the chip and a condenser plate. The right coolant
 can help dissipate air while minimising irreversibilities and destruction of exergy. 
· System level:
 Heat in a server or rack should be rejected to the surroundings efficiently. Fans should be optimised for the nominal air flow rate and pressure drop across the server or rack, and should be variable-speed. An example of an efficient fan cooled system involves a single, centralised, variable-speed fan feeding air through many valves and then across channels of components (similar to centralised power supply used in the Hyperserver); each valve controls the air across its own channel. When the components in a channel are at idle, the associated valve should close and the centralised fan’s speed should be adjusted.
· Data Centre level: Hot exhaust air should not mix with cold inlet air.
 Local cooling at the rack should be favoured over general space cooling.
 A sensor-actuator control system that incorporates (at a minimum) sensors at the inlet and outlet of the servers should be implemented.

· Decision policies for sensor-actuator control systems should be in combinations of the following strategies:

· Thermal management based: optimise the temperature.

· Energy efficiency based: maximise energy efficiency.

· Irreversibility based: minimise thermodynamic irreversibilities by minimising mixing of hot and cold air flows.

· Exergy
 based: minimise the destruction of exergy, including heat dissipated by components.

· Performance based: optimised computational performance

Measuring Performance

HP Labs suggest that the cost of computing should: be measured by quantities that are applicable at the chip, system and data centre levels; are relevant globally; and provide uniform evaluation.
 They suggested measuring cost using MIPS (million instructions per second) per unit of exergy destroyed.

The earliest chips had an efficiency of about 6 MIPS/W and modern chips have an efficiency of about 100 MIPS/W.
 The MIPS capability of chips will continue to increase further but will eventually be limited by the high power and cooling requirements that come with extremely high MIPS.
 At this limit, MIPS per unit exergy is a valuable measurement when comparing chips to determine which configuration holds the most potential for progress.
 
An equation has been developed for exergy destruction of a modern chip package comprising of all components, from circuit board to heat sink.
 In the equation:
 
“The first term represents the total exergy destroyed from the electricity supply to the sink base, and is mostly due to the rejection of high-quality electrical energy as low-quality heat. The second term represents the exergy loss due to temperature differences along the fins of the heat sink. The last term indicates the exergy lost due to fluid friction in the airflow. As might be expected, reducing thermal resistance and fluid pressure drop are the two most straightforward ways of lowering exergy consumption in the thermal infrastructure. It is not, however, immediately clear what impact the power consumption of the processor may have on the package exergy loss.”
An equation has also been developed for exergy destruction in a data centre.
 Studies on exergy at the data centre level
 show that there is an optimal computer room air conditioning (CRAC) air flow rate for minimising exergy destruction. Exergy destruction increases sharply at flow rates lower and higher than the optimal rate.
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Appendix 8.A

An issue preventing DC transmission in many applications is that power losses through heat dissipation can be significant. To understand this issue better, consider the following equation:

Power [W] = Voltage [V] x Current [A]
Heat dissipation is correlated with current. A solution is thus simply to transmit the power with high voltage and low current. However, high voltage (or high current) is a safety hazard, especially in the external power supply configuration where the power will be transmitted via a wire. Furthermore, a simple non-isolated DC-DC converter cannot efficiently convert a high voltage to a low voltage, such as is required for the Hyperserver.
A solution is to incorporate an isolated DC-DC converter between the AC/DC converter and the server power supply, as in Figure 8.A.1. The isolated DC-DC converter can efficiently convert a high bus voltage to say 12V. Simple non-isolated DC-DC converters can then efficiently convert that 12V to the few volts required for each Hyperserver. Safety risks can be minimised by placing the isolated DC-DC converter near the AC/DC converter and thus minimising the length of the high voltage portion of the power supply system.
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Figure 8.A.1. Power supply architecture incorporating an intermediate DC-DC conversion to achieve high conversion efficiency.
Source: Lu

Hence the power conversion from mains power to server load can be performed with the following equipment:

· Mains AC to DC: A boost power-factor-corrected converter
 operating at 240V AC input and 400V DC output can achieve 96% conversion efficiency.

· DC to isolated bus DC: A soft-switched half-bridge converter can achieve above 93%.

· Isolated bus DC to non-isolated server load: A simple, hard-switching buck converter can step down 12V to 5V or 3.3V at an efficiency of at least 92%.
Thus, the total efficiency will be at least 0.96 x 0.93 x 0.92 = 82%.
Cost

Compared to conventional power supply architecture, the architecture in Figure 8.A.1 has slightly more power supplies (non-isolated DC-DC converters replace the AC/DC converters, plus a few extra isolated DC-DC converters) but has all of the other benefits listed above in this worked example. The most significant benefit is the overall reduced size and cost of the power supplies due to the high operating efficiency. Furthermore, the architecture in Figure 8.A.1 incorporates a centralised AC/DC converter, rather than multiple distributed AC/DC converters. Although the centralised converter needs to be larger in order to handle more power, the total number of controllers, sensors, heat sinks, and plastic and mechanical parts is reduced.






Design challenge: Design a data centre comprising 336 servers.


Design Process: The following sections present:


Conventional Design solution: Conventional system with limited application of the Elements of Whole System Design


Whole System Design solution: Improved design using the Elements of Whole System Design


Performance comparison: Comparison of the economic and environmental costs and benefits

















Server





Low Hanging Fruit


Often, all lights in a data centre are left on 24/7 when, in fact, they only need to be on for maintenance and upgrades. Turning lights off when the data centre is unoccupied not only saves direct lighting power costs, but also indirect air conditioning costs because the lights themselves also emit heat, which contributes to the cooling load. 


Elsewhere in the building, computers can lead to unnecessary loads on servers even after the building’s occupants retire from work for the evening. Computers left on when not in use still make requests to the servers – requests that yield zero useful result; such as a request for data to run a user’s personalised screen saver, which is stored on the shared memory hardware in the building’s basement data centre. Like lighting, computers also contribute direct and indirect power costs that can be easily avoided.





Redundant power supplies are always implemented with conventional servers so as to provide an uninterrupted source of power. Typically, they involve an additional oversized (hence operating inefficiently) power supply that is always on. A simple, power-saving alternative is to implement a power supply that only switches on when there is a main power failure.





Slashing Air Conditioning Costs


Modern server equipment is more tolerant of temperature and humidity fluctuations than equipment of the past. Consequently, a carefully-designed data centre’s air conditioning system does not need to incorporate an elaborate temperature and humidity control. In fact, a conventional split system may suffice. A simple and usually small conventional system saves on expensive maintenance costs, capital costs and power consumptions costs.


In most climates, outdoor air can often be used for passive cooling, especially at night, substantially cutting the daily air conditioning power consumption. Ambient air can also be used to pre-cool both the air for the air conditioner and the cooling liquid for the Whole System Design server’s liquid cooling system.





9. Track technology innovation





4. Account for all measurable impacts





3. Design and optimise the whole system





This Course was developed under a grant from the Australian Government Department of the Environment and Water Resources as part of the 2005/06 Environmental Education Grants Program.  


(The views expressed herein are not necessarily the views of the Commonwealth, and the Commonwealth does not accept the responsibility for any information or advice contained herein.)





7. Review the system for potential improvements





1. Ask the right questions





Technical Design Portfolio





5. Design and optimise subsystems in the right sequence
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